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Foreword
The International Workshop on Principles of Diagnosis is an annual event that started in 1989, rooted in 
the Artificial Intelligence community. Its focus is on theories, principles and computational techniques for 
diagnosis, monitoring, testing, reconfiguration and repair of complex systems, and applications of these 
techniques to real world problems. DX-07 particularly encourages the interaction and the exchange 
amongst researchers and practitioners from different backgrounds with interests that center around 
diagnosis and prognosis.  

This year we have made significant effort to have a good mix of traditional and non traditional DX 
researchers and practitioners in the workshop program committee. We have introduced a panel discussion 
where practitioners will discuss the challenges they face in deploying health management and diagnosis 
systems in industry today. We changed the format for the reviewing process so the reviewers and the 
authors would have more opportunities to discuss the content of the papers and the reviews before final 
decisions were made on the papers. We hope that this produced a more transparent review process, and 
will lead to more interesting discussions at the Workshop. We really appreciate the additional work that 
the reviewers and the authors had to put into the extended review process. The result is that we have an 
excellent set of papers that will be presented at the Workshop: 26 oral presentations and 26 poster 
presentations.

Many people and organisations have contributed to this workshop. 

We would first like to thank all of the authors that have provided the primary material, a set of high 
quality papers for the workshop. We also thank the Program Committee members for the time and effort 
they devoted to review the papers and the help they provided in selecting the oral presentation and poster 
contributions. Thanks also to all of the additional reviewers who helped with the reviewing process. 
Special thanks to the invited speakers, George Vachtsevanos from Georgia Tech. and Kirby Keller from 
Boeing Phantom Works, for rounding off an excellent technical program. 

This workshop would not have been possible without the support of the National Science Foundation, 
NASA Ames Research Center, and the Toyota Technical Center. The Embedded & Hybrid Systems 
program (Helen Gill, Program Director, CISE/CNS) from NSF has provided funding for our invited 
speakers and student participants from the USA. NASA Ames (Serdar Uckun, Technical Area Lead in 
Intelligent Systems) and the Toyota Technical Center (Liu Qiao, GM and Chief Technologist) have 
provided support for various miscellaneous expenses.  

Many thanks to the local organisation team at the Institute for Software Integrated Systems (ISIS) at 
Vanderbilt University for their excellent administrative support in organizing the Workshop: Kristy 
Fisher, Kyl Boggs, and Michele Codd. Special thanks to Matthew Daigle and Indranil Roychoudhury for 
their excellent work in managing the DX-07 web page, the online submission system, and for being in the 
frontline for handling all of your questions during the submission and reviewing processes.  

We do hope that all of you will find DX-07 interesting with stimulating presentations and discussions as 
well as enjoyable social events. In addition, please do not forget to enjoy the best that Music City has to 
offer.

Gautam Biswas, Xenofon Koutsoukos, and Sherif Abdelwahed 
ISIS, Vanderbilt University 
Nashville, TN 37235, USA 
May 2007 
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Health Management Technology Integration 

Kirby Keller 

Boeing Phantom Works 

Abstract
Academia, industry and government research laboratories have made great strides in developing and maturing 
software and hardware technology to monitor and even predict the health of machines. The output of health 
monitoring (i.e., diagnosis, prognosis, usage) are further processed and integrated with machine controls, 
operations, maintenance and logistics to produce a health management capability with the end goal of enabling 
business to better utilize their assets. This presentation examines some of the challenges or hurdles to the 
integration of health monitoring/management technology into aircraft fleet operations. Key focus areas or 
points of integration include creating the business case, consideration of health management in the design 
process, integrating health monitoring hardware and software into the aircraft, leveraging the resulting output 
into the operations and support decision loop, handling the additional data, addressing regulatory concerns, and 
the allocation of the responsibilities and roles of the parties involved in the development, use and maturation of 
a health management system. Boeing Phantom Works Support and Services thrust is tasked with facilitating the 
maturing health management technology for integration into Boeing products. The presentation also describes 
some of the efforts by the Phantom Works to address the health management integration challenges above 
including the creation of a Health Management Engineering Environment. This environment consists of three 
laboratories: Program Analysis and Modeling to establish the business case, Development Laboratory to 
provide the tools and processes, and the Operations Laboratory to perform integrated demonstrations in realistic 
environments. 

Biography
Dr. Kirby Keller is a Technical Fellow for the Boeing Company. He has 33 years experience in the 
development of mission and vehicle health management systems to air, ground and space vehicles. His current 
duties include Technical Lead for the Integrated Vehicle Health Management programs within the Support and 
Services Thrust of Boeing Phantom Works. In this position, he is the principal investigator and system designer 
for several internal research and development projects that are focused on developing a Boeing wide common 
architecture and best practices for IVHM. He is program manager for the USAF sponsored Dual Use Science 
and Technology (DUST) Aircraft Electrical Power System Prognostics and Health Management (AEPHM) 
program. He was the technical lead for the Navy Open System Architecture for Condition Based Monitoring 
research program and for the USAF/Boeing Unmanned Combat Air Vehicle (UCAV) System prognostics and 
health management risk reduction demonstrations. Other, past programs activity includes the On-line Flight 
Control Diagnostic System sponsored by the Navy and U. S. Army Rotorcraft Pilot's Associate program. He 
holds a PhD in Mathematics from Iowa State University and is the author of over 40 technical papers, 
conference presentations, and technical reports. 
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An Integrated Architecture for Fault Diagnosis and Failure 
Prognosis with an Application to Aircraft Systems 

George Vachtsevanos 

Georgia Institute of Technology 

Abstract
This presentation is introducing an integrated fault diagnosis and failure prognosis methodology as applied on-
line to flight critical aircraft systems. Enabling technologies include vibration and flight regime data pre-
processing, de-noising algorithms to improve signal to noise ratio, feature or condition indicator selection and 
extraction routines, and model-based fault diagnosis and failure prognosis algorithms for accurate detection and 
robust prediction of the remaining useful life of failing components. We elaborate on the design of degradation 
or fatigue models using finite element analysis and nonlinear dynamic models in the frequency domain in order 
to gain a better understanding of the physics of failure mechanisms, to extract an optimum feature vector and to 
establish a basis for incipient failure detection and prediction. The modeling framework is coupled with 
Bayesian estimation techniques, specifically particle filtering, for accurate diagnosis and prognosis. Seeded 
fault data from a testcell and fleet aircraft data are used to train and validate the algorithms. A Graphical User 
Interface and computer code for all processing algorithms are implemented on conventional health monitoring 
apparatus available on several military aircraft. Results from "blind" testing demonstrate the efficacy of the 
architecture.

Biography
Professor Vachtsevanos was born in Kozani, Greece. He attended the City College of New York and received 
his B.E.E. degree in 1962. He received an M.E.E. degree from New York University and his Ph.D. degree in 
Electrical Engineering from the City University of New York in 1970. His research focused on adaptive control 
systems. After graduate school, he taught within the City University System of New York from 1970 through 
1975; from 1975 through 1977 he served as an Associate Professor of Electrical Engineering at Manhattan 
College. In 1977 he was elected to a chair professorship in Electrical Engineering at the Democritus University 
of Thrace, Greece, where he served as the Pro-Rector during the 1978-79 academic year. He joined the Georgia 
Institute of Technology as a Visiting Professor in 1982-1983 and as a Professor in 1984. He is also serving as 
an adjunct faculty member in the School of Textile and Fiber Engineering. He was the 3M McKnight 
Distinguished Visiting Professor at the University of Minnesota, Duluth during the 1994 Spring Semester. 
Since joining the faculty at Georgia Tech, Dr. Vachtsevanos has been teaching courses and conducting research 
on intelligent systems, robotics and automation of industrial processes and diagnostics/prognostics of large-
scale complex systems. 
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Industry Panel 





Primary challenges in deploying health monitoring and fault 
diagnosis systems in industry today: 

How do we bridge technology gaps and impediments to successful deployment?

Panelists: Christophe Dousson, Stan Ofsthun, Liu Qiao, and Serdar Uckun 

Moderator: Johan de Kleer 

Description 
This panel aims at bringing together leading researchers and developers from some of the industries where fault 
diagnosis, health monitoring, and fault-tolerance are critical for successful deployment and safety of systems. 
The panelists will debate the following issues:  

� Real challenges and problems in health monitoring and fault diagnosis that their industries face today. 
� Promising technologies and gaps in the current state of the art that prevent successful applications. 
� Business and economic obstacles. 
� Suggestions on how these obstacles can be overcome. What realistic contributions can the research 

community make? How can the academic research community work with industrial practitioners to 
develop useful and successful solutions? 

Idea Takeaway
Each panelist will describe one or two compelling challenge problems in health monitoring and fault diagnosis 
that their industry faces. The audience will learn what technical and business obstacles stand in the way of 
addressing these problems, and what the real gaps in technology are. The ensuing discussion will look for 
realistic and specific ways in which some of the hard problems can be jointly addressed, and whether a good 
collaborative model can be established, which respects  the  intellectual property issues that face industry as 
well as academia’s need to develop publish research results. 

Statements and Biographical Information of Panelists 

 Christophe Dousson - France Telecom

 Diagnostic Challenges 
In the last decades, the fields of a telecom operator like France Telecom have changed: the main objective is 
not only to deploy and maintain a telecom network but to propose and to guarantee more and more 
innovative telecom services. The "Diagnosis" team mainly contributes to satisfy end-customers in two areas: 
the service supervision and the customer hotline. (1) Services supervision: the objective is to collect and 
synthesize a huge amount of information coming from telecoms equipment (routers, probes...) in order to 
make them manageable by human operators. Purposes of this supervision could be QoS reporting, intrusion 
detection, fault detection...The main difficulties raise from the high number of sensors and the inherent 
distributed architecture but also from the knowledge acquisition since the system evolves continuously. Our 
approach based on chronicle recognition will also be evoked. (2) Customer hotline: the objective is to give a 
diagnosis tool which can be used by customer and/or by technical support in order to satisfy as soon as 
possible the customer. One hard point is to give an "intuitive" modeling in order to be able to update the 
system with new services and/or problems but it is also required to explain the diagnosis in order to convince 
the end user. As this challenge is more recent for us, just some clues on what could be done to achieve that 
will be given to start panel discussion. 

 Biography 
After preparing his PhD at LAAS/CNRS (Toulouse) and graduated of the Ecole Polytechnique, Dr. 
Christophe Dousson joined France Telecom R&D in 1994 on a research position in Artificial Intelligence 
applied to Diagnosis. He was firstly involved in the field of fault management of telecommunications 
networks. Nowadays, the applicative fields are more related to virus and intrusion detection but the main 
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topic of his work remains temporal reasoning for supervision and situations recognition. He also addressed 
the problem of automatic or assisted chronicle discovering based on log analysis and also based on a 
behavioral model of the system. Since 2004, he is also the head of the "Diagnosis" research team.

 Stan Ofsthun - Boeing Phantom Works

 Diagnostic Challenges 
In Boeing's product lines span commercial and military aerospace vehicles, weapon systems, and systems of 
systems that are used around the world, by many diverse organizations, in a variety of harsh environments. 
Each of these Boeing products requires an optimized combination of autonomous embedded diagnostic 
capabilities to support real time operational decisions and near real time off board diagnostic capabilities for 
effectively driving maintenance decisions. The specific technical diagnostic problems that are encountered on 
individual programs are too numerous to discuss in this panel format. Rather, Boeing will describe the 
systemic process oriented diagnostic problems that are common across many platforms, and that can 
potentially be addressed by technologies developed in industry and academia. Representative problem areas 
include inefficient and inconsistent analytical processes, gaps between these analytical processes and the 
diagnostic design processes, and the lack of an effective process for maturing the diagnostic implementation 
over the product life cycle.

 Biography 
Stan Ofsthun is a Technical Fellow in the Boeing Phantom Works organization. His career has primarily 
focused on the practical application of Testability, Built In Test, Integrated Diagnostics, and Integrated 
Vehicle Health Management (IVHM) technologies, processes, and tools to a variety of Boeing platforms, 
including F-15, F/A-18, X-45C and various space/weapons programs. He has also developed methodologies 
to integrate these efforts with reliability and safety disciplines, and is currently serving as the St Louis site 
technical representative on Boeing’s Reliability, Maintainability, and Systems Health (RM&SH) steering 
team. His educational background includes a B.S. in Electrical Engineering (Rensselaer Polytechnic 
Institute), a M.S. in Electrical Engineering (Washington University), and graduate certificates in Artificial 
Intelligence and Web Content Design (Washington University).

 Liu Qiao - Toyota Technical Center 

 Diagnostic Challenges 
Automotive electronics and software represent a continuously increasing share in the added value of 
automotive products. Up to 90% of all automotive innovations are related to electronics systems. Increasing 
demands in vehicle safety, driver assistance, and comfort drives this trend. In addition legal requirements or 
environmental needs can only be fulfilled by using electronic hard- and software extensively. All vehicle 
domains are affected. As a consequence, the complexity of automotive electronics/system diagnosis is 
growing exponentially. The challenges also come from shortened development cycles, market competition 
and increasing customer expectation. We may have to reconsider the way of diagnosis. 

 Biography 
Dr. Liu Qiao is General Manager and Chief Technologist of Technical Research Dept. He is responsible for 
electrical, electronics and vehicle control related research at Toyota Technical Center, Toyota Motor 
Engineering and Manufacturing North America. Switching from a university faculty position, Dr. Qiao 
started his automotive career as an advanced automotive control system expert, advanced technology 
manager, eBusiness manager and research manager. Dr. Qiao successfully led Toyota's Canadian hybrid 
vehicle project and its market introduction. Dr. Qiao received Electrical Engineering Ph.D. from Tohoku 
University in Japan. He is an active member/supporter of many academic associations.

 Serdar Uckun - NASA Ames Research Center 

 Diagnostic Challenges 
NASA designs, develops, and operates unique, highly customized spacecraft in uncharted territories. These 
spacecraft often experience failures due to operations outside design margins, extended exposure to extreme 
environments, and unforeseen interactions between the spacecraft and the external environment. Space 
operations provide a rich application domain for diagnostic technologies. However, there are several 
challenges that limit the applicability of cutting-edge diagnostic tools to space operations. These include: 1) 
verification and validation hurdles; 2) mismatch between computational requirements of advanced diagnostic 
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algorithms versus the capabilities of space-qualified computing platforms; 3) lack of autonomous operations 
concepts for optimal decision making under uncertainty; and 4) requirements for extremely low false-
positive and false-negative detection rates (especially in human space flight applications).

 Biography 
Dr. Serdar Uckun is the Technical Area Lead for Discovery and Systems Health in the Intelligent Systems 
Division at NASA Ames Research Center. The technical area consists of approximately 70 researchers and 
engineers and focuses on engineering and scientific data understanding problems pertinent to NASA, 
including Integrated Systems Health management (ISHM). The technical area has the single largest ISHM 
R&D and systems engineering team at NASA, with over 50 people involved in ISHM-related tasks funded 
by NASA’s Exploration Systems, Aeronautics, and Space Operations Mission Directorates. In addition to his 
line management role, Dr. Uckun has been serving as the Project Manager for the ISHM project under 
NASA’s Exploration Technology Development Program. He participates in various NASA planning and 
strategy activities as a subject matter expert on health management. He has an M.D. from Ege University in 
Izmir, Turkey, M.S. in Biomedical Engineering from Bogazici University in Istanbul, Turkey, and a Ph.D. in 
Biomedical Engineering from Vanderbilt University in Nashville, TN. His technical interests include 
monitoring, diagnosis, prognostics, and scheduling. He has over thirty publications in peer-reviewed journals 
and conferences.

 Johan de Kleer – Palo Alto Research Center 

 Biography 
Johan de Kleer is a Principal Scientist in the Embedded Reasoning Area in PARC's Intelligent Systems 
Laboratory. His core interest is building a system which can reason about the physical world as well as he 
can. Until recently, he was Laboratory Manager of PARC's Systems and Practices Laboratory of Xerox's 
Palo Alto Research Center. This interdisciplinary laboratory conducted research ranging from social science 
to robotics. Two foci of the laboratory were: (1) Smart Matter - which exploits trends in miniaturization and 
integration to create a new generation of products and processes that benefit from the coupling of 
computational and physical worlds, and (2) Knowledge - knowledge management, which includes social 
science research on organizations, knowledge representation and understanding images and video streams. 
Johan received his Ph.D. from M.I.T. in 1979 in Artificial Intelligence. He has published widely on 
Qualitative Physics, Model-Based Reasoning, Truth Maintenance Systems, and Knowledge Representation. 
He has co-authored three books: Readings in Qualitative Physics, Readings in Model-Based Diagnosis, 
Building Problem Solvers. In 1987 he received the prestigious Computers and Thought Award at the 
International Joint Conference on Artificial Intelligence. He is a fellow of the American Association of 
Artificial Intelligence and the Association of Computing Machinery. 
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Online Posterior Probability Calculation for Failure Diagnosis
in Finite State Machines based on Unreliable Sensor Information

Eleftheria Athanasopoulou and Lingxi Li and Christoforos N. Hadjicostis
Department of Electrical and Computer Engineering

and Coordinated Science Laboratory
University of Illinois at Urbana-Champaign

1308 West Main Street, Urbana, IL 61801–2307
{athanaso, lingxili, chadjic}@uiuc.edu

Abstract

In this paper we develop an efficient recursive algorithm to
calculate the probability that an observed, possibly corrupted
sequence was produced by either a fault-free or a faulty can-
didate finite state model. Our ultimate goal is to evaluate
how well a given model matches the observations, keeping
in mind that the observations themselves may be corrupted
due to sensor malfunctions or other unreliabilities. By per-
forming a recursion in the number of observation steps, the
optimal solution is reached in a memory and computation-
ally efficient fashion. The recursive algorithm can be used
for online monitoring and provides, at each observation step,
the posterior probability of a model given the possibly cor-
rupted observations (obtained by the unreliable sensors). The
proposed methodology is illustrated via an application to the
problem of failure diagnosis for a communication protocol.

Index terms: Finite state machines, discrete event sys-
tems, hidden Markov models, sensor failures, failure diag-
nosis, maximum posterior probability, model classification.

Introduction
Failure diagnosis is an important aspect of modern sys-
tems and networks, particularly in applications that are life-
critical and require high reliability. In this work we focus
on diagnosis based on discrete event system (DES) formula-
tions, i.e., we consider failure diagnosis in systems whose
state space is discrete and their evolution is event-driven.
Any large-scale dynamic system, such as a computer sys-
tem, a manufacturing system or a chemical process can be
modeled as a DES at some level of abstraction. Much work
has been done in failure diagnosis of discrete event sys-
tems (DESs) including deterministic diagnosis (Lin 1994),
(Sampath et al. 1995), (Zad, Kwong, & Wonham 2003),
(Wu & Hadjicostis 2005), probabilistic diagnosis (Hadji-
costis 2005), (Athanasopoulou, Li, & Hadjicostis 2006), and
diagnosis in stochastic finite automata (Blanke et al. 2003),
(Thorsley & Teneketzis 2005).

In this paper, we consider a formulation similar to the one
introduced in our previous work on probabilistic failure di-
agnosis under unreliable observations (Athanasopoulou, Li,
& Hadjicostis 2006). More specifically, we are given two
known deterministic finite state machine (FSM) models (one
corresponding to the fault-free version of the underlying sys-
tem and the other corresponding to a given faulty version of

the system), and we aim to determine which of the two com-
peting models has more likely produced a given observed
sequence. We assume that the input sequence that drives
each model is unknown but the prior input probability dis-
tribution is known. Sensors are used to observe the system
under diagnosis via its outputs, which are associated with
transitions in the FSM model. However, the information that
the sensors provide may be corrupted due to various rea-
sons, such as inaccurate measurements, limited resolution,
degraded sensor performance due to aging, or hardware fail-
ures. As a result, the observed sequence may not resemble
the actual output sequence. We consider unreliable sensors
that may cause outputs to be deleted, inserted, substituted or
transposed with certain known probabilities.

In order to choose among a set of competing models the
one that best matches the observations, we need to evaluate
how well each model matches the observed sequence. Given
a model and an observed sequence, the (standard) evaluation
problem consists of computing the probability that the ob-
served sequence was produced by the model. If the observed
sequence was not corrupted, its probability given a particu-
lar model could be calculated as the sum of the probabilities
of all possible state sequences that are consistent with the
observations. This can be done online by taking advantage
of the graphical structure of the model (Jordan 2004) to use
a recursive algorithm similar to the forward algorithm (Ra-
biner 1989), which solves the evaluation problem in hidden
Markov models (HMMs) (e.g., in (Rabiner 1989), (Poritz
1988), (Ephraim & Merhav 2002)) and is used in various
pattern recognition applications (Vidal et al. 2005).

Under unreliable sensors, several output sequences may
correspond to the observed sequence; in fact, we need to
identify all possible output sequences and then compute the
probability with which the output sequences agree with both
the underlying FSM model and the observations (also allow-
ing, of course, for sensor unreliabilities). For example, if the
observed sequence is corrupted with output deletions, the
standard forward algorithm is insufficient because there are
potentially infinite output sequences that agree with the ob-
served sequence. In this paper, we develop an algorithm that
computes the probability of the possibly corrupted observed
sequence given the system model in a recursive, computa-
tionally efficient manner. The proposed algorithm relates
to (and generalizes) recursive algorithms for the evaluation
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problem in HMMs and the parsing problem in probabilistic
automata.

A first attempt to address the inability of the standard for-
ward algorithm to handle sensor failures (that lead to verti-
cal loops in the associated trellis diagram) appeared in our
earlier paper (Athanasopoulou, Li, & Hadjicostis 2006). In
that earlier work we first constructed an observation FSM
(that captures all possible output sequences) and then op-
erated on a composition of the observation FSM with each
candidate model. However, that algorithm has high compu-
tational complexity and cannot be used in online monitoring
schemes. In this paper, we propose a recursive algorithm
that allows us to efficiently compute the probability that a
certain FSM matches the observed sequence online: each
time a new observation is obtained, the algorithm simply up-
dates the information it keeps track of in order to calculate
the probability that a given model has produced the (possibly
corrupted) sequence that has been observed so far.

Preliminaries
FSM and Markov Chain Notation
A deterministic FSM model S can be described by a six-
tuple S = (Q,X ,Y,δ ,λ ,q0), where Q is the finite set of states
(without loss of generality we will also denote each state
by its index, i.e., Q = {1,2, ..., |Q|}, where |Q| denotes the
size of Q); X is the finite set of inputs; Y is the finite set
of outputs; δ is the state transition function; λ is the output
function; and q0 is the initial state (Cassandras & Lafortune
1999). The state q[m + 1] of the FSM at time epoch m + 1
is specified by its state q[m] at time epoch m and its input
x[m + 1] via the state transition function δ as q[m + 1] =
δ (q[m],x[m+ 1]). The output of the FSM is associated with
the FSM transition and is specified via the output function
λ as y[m + 1] = λ (q[m],x[m + 1]). The FSMs we consider
here are event-driven and we use m to denote the time epoch
between the occurrence of the mth and (m+ 1)th input.

For simplicity, we assume that the inputs applied to a
given FSM are statistically independent from one time step
to another and that their probability distribution is fixed so
that, at any given time step m, from a given state each input
takes place with fixed probability (other types of input dis-
tributions can be handled in a similar fashion by enlarging
the state space). Since the FSM makes a transition to the
next state depending on the value of the present state and
input, it behaves as a homogeneous Markov chain (Kemeny,
Snell, & Knapp 1976); the corresponding Markov chain can
be obtained from the FSM by assigning to each transition
a probability that depends on the probabilities of the inputs
that cause it. Since we have no access to the inputs that drive
the FSM but we only observe the outputs it produces, the
FSM state sequence is not completely known and the result-
ing system is a hidden Markov model (HMM). An HMM is
described as a five-tuple (Q,Y,Δ,Λ,π [0]), where Q is the set
of states, Y is the set of outputs, Δ captures the state transi-
tion probabilities, Λ captures the output probabilities associ-
ated with transitions, and π [0] is the initial state probability
distribution vector.
Example: The FSM S with state transition diagram as
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Figure 1: State transition diagram of FSM S in our example
(left) and its corresponding HMM (right).

shown on the left of Figure 1 will be used as a running exam-
ple throughout the paper. S has four states Q = {1,2,3,4},
three inputs X = {x1,x2,x3}, and three outputs Y = {a,b,c}.
Each transition is labeled as xi | σ , where xi ∈ X denotes the
input that drives the FSM and σ ∈ Y denotes the associated
output produced by the FSM. If we assign equal prior prob-
abilities to the inputs, i.e., if each input has probability 1/3
of occurring, the resulting HMM is shown on the right of
Figure 1. Each transition in the HMM is labeled as p | σ ,
where p denotes the probability of the transition and σ ∈ Y
denotes the output produced. �

Posterior Probability Calculation with
Uncorrupted Observations (Reliable Sensors)
As mentioned in the introduction, our objective is to com-
pare the probability that the FSM under consideration is
fault-free against the probability that the FSM is faulty,
given the observed sequence and assuming known input
probability distributions and initial state probability distri-
bution. In this section, we examine the simplest case where
no sensor failures are present. It will become apparent later
that this case does not involve any complications such as
loops in the trellis diagram and the calculations can be eas-
ily performed recursively by a forward-like algorithm.

To minimize the probability of incorrect diagnosis, we
use the maximum a posteriori probability (MAP) rule, i.e.,
we compare P(S1 | zL

1) >
< P(S2 | zL

1), where S1 represents
the fault-free FSM, S2 represents the faulty FSM, and zL

1
represents the observed sequence < z[1],z[2], ...,z[L] >. In
this case of reliable sensors, the observed sequence zL

1 is
equal to the actual output sequence yL

1, i.e., zL
1 = yL

1 =<
y[1],y[2], ...,y[L] >. Clearly, if the probability of the fault-
free machine given the observed sequence is larger than
the probability of the faulty machine given the observed se-
quence we should declare that the machine is fault-free, oth-
erwise we should declare that the machine is faulty.

Assuming known prior probabilities for the fault-free and
faulty FSMs given by P1 and P2 respectively (with P1 +P2 =
1), the above comparison can be reduced to P(z L

1 | S1) ·
P1

>
< P(zL

1 | S2) ·P2. To calculate the probability P(zL
1 | S) of

the observed sequence given a particular model S (where S
could be either S1 (fault-free) or S2 (faulty)), first we capture
the evolution of S as a function of time for a given observed
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Figure 2: Trellis diagram corresponding to FSM S in our ex-
ample (transition probabilities are not included for clarity).

sequence by constructing the trellis diagram of FSM S. The
state sequences that agree with the observed sequence (con-
sistent sequences) are those that start from any valid initial
state and end to any final state while ensuring that the out-
put at each step m matches the observed output y[m]. Due
to the Markovian property, the probability of a specific con-
sistent state sequence can be easily calculated as the product
of the initial state probability and the state transition proba-
bilities at each time step. Thus, to calculate the probability
P(zL

1 | S) we need to first identify all consistent sequences
and their probabilities and then sum up the total probability.
The computation of P(zL

1 | S) is not recursive on the num-
ber of observation steps, hence it is not amenable for online
monitoring.

In order to make the computation recursive we can use
a forward-like algorithm. More specifically, let Aσ be a
|Q| × |Q| matrix whose ( jth,kth) entry captures the transi-
tion probability from state k to state j that produces output
σ ∈ Y . Let the initial probability distribution be known and
denoted by ρ[0], i.e., a |Q|-dimensional vector, whose j th

entry denotes the probability that S is initially in state j), the
joint probability of the state at time step m and the observed
sequence ym

1 is captured by the vector ρ [m] where the entry
ρ[m]( j) denotes the probability that the machine is in state
j at step m and y[1], . . . ,y[m] have been observed. When
y[m+ 1] becomes available at step m+ 1, we can update the
joint probability of the state of the HMM and the observed
sequence ym+1

1 as

ρ[m+ 1] = Ay[m+1]ρ[m], m = 0,1, ...,L−1.

If the state probabilities at the last observation step L are cap-
tured by ρ[L], the probability that the observations were pro-
duced by FSM S is equal to the sum of the elements of ρ[L],
i.e., P(zL

1 | S) = ∑|Q|j=1 ρ [L]( j). Using this recursive algorithm
we only need to store |Q| values at each step, namely the
probabilities of the current state being j ∈ {1,2, ..., |Q|} for
the particular sequence we have observed up to that step.
Example (continued): Suppose that we monitor the FSM
under diagnosis for L = 4 steps and we observe the se-
quence z4

1 =< abcb >. The trellis diagram for FSM S of
Figure 1 is shown in Figure 2 (transition probabilities are
not shown for clarity of presentation and pairs of states that

are not connected are associated with zero transition proba-
bilities). Each state of the trellis diagram is identified by a
pair (m, j), where m = 0,1,2, ...,L denotes the observation
step and j ∈ {1,2, ..., |Q|} denotes the state of S. For exam-
ple, the probability of a transition from state (0,1) to state
(1,4) producing output a is 1/3. Assuming uniform initial
distribution, the probability that the observations were pro-
duced by S can be calculated recursively and is given by
P(z4

1 | S) = 0.0062. Note that this probability is expected
to go down as the number of observations increases; there
are various ways to renormalize the values but we will not
discuss them in this paper. �

Posterior Probability Calculation with
Corrupted Observations (Unreliable Sensors)

Now we consider the more interesting scenario where sen-
sor failures may convert the output sequence to a corrupted
observed sequence.

Sensor Failure Model
The output sequence yLy

1 =< y[1],y[2], ...,y[Ly] > produced
by the system under diagnosis may become corrupted due
to sensor unreliabilities; this implies that the length of the
observed sequence zL

1 will generally be different from the
length of the output sequence (i.e., L �= Ly). We consider
sensor failures that are transient and occur independently at
each observation step with certain (known) probabilities that
could depend on the observation step, e.g., the probability of
some transient errors could vary as a function of time. We
also make the reasonable assumption that, conditioned on
the observed sequence, sensor failures are independent of
the inputs that drive the system under diagnosis.

The sensor failures we consider may result in the deletion,
insertion, substitution or transposition of adjacent outputs.
If an output σ ∈ Y is deleted by the sensor, then we do not
observe an output, i.e., the deletion causes σ → ε , where
ε denotes the empty label. Similarly, if an output σ ∈ Y is
inserted by the sensor, then we observe σ instead of ε , i.e.,
the insertion causes ε → σ . Also, if an output σ j ∈ Y is
substituted by σk ∈ Y , then we observe σk, i.e., the substi-
tution causes σ j → σk. Finally, the corruption of sequence
< σ jσk > to < σkσ j > is referred to as a transposition error.

To perform the posterior probability calculation, we con-
struct the trellis diagram of FSM S as before but modify it
to capture the sensor failures. From now on, we call each
column of the trellis diagram a stage to reflect the notion of
an observation step. Deletions appear in the trellis diagram
as vertical transitions within the same stage and insertions
appear as one-step forward transitions. A substitution ap-
pearing at a particular observation step results in a change
of the transition functionality of the FSM for that step. The
transposition of two adjacent outputs appears in the trellis
diagram as an erroneous transition that spans two columns.

Given the sensor failure model, we can assign probabili-
ties to all types of errors on the observed sequence. Since
the probabilities of sensor failures and inputs are known
and are (conditionally) independent, we can easily deter-
mine the probabilities associated with transitions in the trel-
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Figure 3: Trellis diagram corresponding to FSM S in our
example with deletions (transition probabilities are not in-
cluded for clarity).

lis diagram. Due to space limitations, we focus on dele-
tions which is the most challenging case of sensor failures
because they may produce vertical cycles in the trellis di-
agram. We assume that a deletion dσ ′ of output σ ′ occurs
with known probability pdσ ′ [m+1] at observation step m+1
when S is in a state from which a transition that outputs σ ′
is possible. Let D = {dσ1 ,dσ2 , ...,dσ|D| | σ1,σ2, ...,σ|D| ∈ Y}
be the set of deletions and define a function out to allow
us to recover the corresponding output in the set Y given a
deletion, i.e., out(dσ ′) = σ ′. When constructing the trel-
lis diagram, we assign probabilities to the transitions as
follows: (i) each forward (normal) transition from state
(m, j) to state (m + 1,k) associated with output σ is as-
signed probability (1− ∑

∀dσ ′ ∈D s. t.
δ ( j,out(dσ ′ ))�= /0

pdσ ′ [m]) ·Aσ (k, j), where

(1− ∑
∀dσ ′ ∈D s. t.
δ ( j,out(dσ ′ ))�= /0

pdσ ′ [m]) is the probability that no deletion

(possible from state j) occurs and where Aσ (k, j) is the
probability of going from state j to state k while produc-
ing output σ , (ii) each vertical transition (corresponding to
deletions) from state (m, j) to state (m,k) is assigned prob-
ability ∑

∀dσ ′ ∈D s. t.
δ ( j,out(dσ ′ ))=k

(pdσ ′ [m] ·Aσ ′(k, j)). Note that other ways

of obtaining these probabilities are possible, e.g., under dif-
ferent models of sensor failures. What is important (and a
challenge) here are not the values of probabilities but the
structure of the trellis diagram (in particular the loops that
are present).
Example (continued): In FSM S of our example suppose
that deletion of b may occur and that the observed se-
quence is z4

1 =< abcb >. The output sequence yLy
1 could

be of any length; examples of possible output sequences are
< abbbcb >, < babcb >, and < babbcbbb >. The result-
ing trellis diagram is shown in Figure 3, where dashed arcs
represent erroneous transitions. In this example, we assume
that the deletion probability pdb is fixed for all observation
steps. The probabilities of transitions are not shown in the
figure for clarity, but they can be computed as explained be-
fore the example. For example, the (normal) transition from

state (0,1) to state (1,4) has probability Aa(4,1), which is
equal to the probability that S took a transition from state
1 to state 4 and produced output a. Similarly, the (erro-
neous) transition from state (0,2) to state (0,3) has proba-
bility pdb ·Ab(3,2), which is the probability that b was pro-
duced by S and then it was deleted by the sensors. �

Posterior Probability Calculation
The recursive algorithm described in the preliminaries can-
not be applied in the case of sensor unreliabilities (see Fig-
ure 3). The challenge here is the existence of arcs that are
vertical within a stage, possibly forming loops (as in our ex-
ample) which may be traversed any number of times (more
loop traversals occur, of course, with lower probability).
Next, we establish some notation which will help us perform
the recursive calculation.

We can view the trellis diagram for a given observed se-
quence zL

1 as a probabilistic FSM H with |QH |= (L+1) · |Q|
states and probabilities on transitions determined by the trel-
lis diagram. The transition probabilities do not generally
satisfy the Markovian property and the matrix AH that de-
scribes the transition probabilities of FSM H is not stochas-
tic. We can easily build H ′ by modifying H, so that the as-
signed transition probabilities produce a Markov chain and,
in particular, an absorbing Markov chain. More specifically,
we append |Q|+ 1 states following two steps:

1. We add an extra stage at the end of the trellis diagram, i.e.,
we add |Q| states of the form (L+ 1, j) so that from each
state of the form (L, j) there exists a transition with prob-
ability one to state (L + 1, j), j ∈ {1,2, ..., |Q|}; we also
add a self-loop with probability one at each state of the
form (L+1, j). We call each state of the form (L+1, j) a
consistent state because H ′ being in that state implies that
S is consistent with the observed sequence zL

1 .
2. We add state qin to represent the inconsistent state, i.e., H

is in state qin when the observed sequence is not consistent
with S. To achieve this, we add transitions from each state
of FSM H to the inconsistent state qin with probability
such that the sum of the transition probabilities leaving
each state is equal to one; we also add a self-loop at state
qin with probability one.
The resulting Markov chain H ′ has |QH′ |= (L+2) · |Q|+

1 states. The only self-loops in H ′ with probability one are
those in the consistent states (of the form (L + 1, j)) and
in the inconsistent state (qin). In fact, due to the particular
structure of H ′ (and given that there is a nonzero probability
to leave the vertical loop at each stage), the consistent and
inconsistent states are the only absorbing states, while the
rest of the states are transient. Therefore, when H ′ reaches
its stationary distribution, only the absorbing states will have
nonzero probabilities (summing up to one). We are inter-
ested in the stationary distribution of H ′ so that we can ac-
count for output sequences yLy

1 of any length that correspond
to the observed sequence zL

1 , i.e., for Ly = L,L + 1, ....,∞.
(Recall that without sensor failures we have Ly = L.)

More formally, we arrange the states of H ′ in the or-
der (0,1), (0,2), ...,(0, |Q|),(1,1),(1,2)...,(1, |Q|), ...,(L +
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1,1),(L + 1,2), ...,(L + 1, |Q|),qin. Let πH′ [0] be a vector
with |QH′ | entries, each of which represents the initial prob-
ability of each state of H ′. We are interested in the stationary
probability distribution of H ′ denoted by

πH′ = lim
n→∞

πH′ [n] = lim
n→∞

A n
H′ ·πH′ [0],

where the state transition matrix AH′ of H ′ is in its canonical
form given by

AH′ =
[

AH 0
R I

]
. (1)

Here AH captures the behavior of the transient states of H ′,
the (|Q|+ 1)× |QH | matrix R captures the transitions from
the transient states to the absorbing states, 0 is a matrix of ap-
propriate dimensions with all zero entries, and I is the iden-
tity matrix of appropriate dimensions. Note that since H ′ is
an absorbing Markov chain, the limit limn→∞ A n

H′ exists and
it is given by

lim
n→∞

A n
H′ =

[
0 0

(I−AH)−1R I

]
, (2)

where (I−AH)−1 is called the fundamental matrix (Ke-
meny, Snell, & Knapp 1976).

The only nonzero entries of π H′ are those that correspond
to the consistent and inconsistent states. In fact, the prob-
ability that H ′ ends up in a consistent state is equal to the
complement of the probability that H ′ ends up in the incon-
sistent state and it is equal to the probability of the observed
sequence zL

1 given the FSM model S, i.e.,

P(zL
1 | S) =

|QH |−1

∑
j=L·|Q|

πH′( j) = 1−πH′(|QH′ |).

Note that the above result for the posterior probability
calculation is consistent with the one obtained in (Athana-
sopoulou, Li, & Hadjicostis 2006) using the notion of the
observation FSM and its composition with S.

Recursive Posterior Probability Calculation
In this section we exploit the structure of matrix AH′ which
captures the transition probabilities of H ′ to perform the pos-
terior probability calculations in an efficient manner. We
first define the following submatrices which will be used to
express AH′ .
• Matrices Bm,m+1, m = 0,1, ...,L, capture the transitions

from any state of H ′ at stage m to any state of H ′ at stage
m+ 1. They can be obtained from AH′ as Bm,m+1(k, j) =
AH′((m+1) · |Q|+k,m · |Q|+ j), where k, j = 1,2, ..., |Q|.

• Matrices Bm, m = 0,1, ...,L, capture the vertical transi-
tions and account for deletions. They can be obtained
from AH′ as Bm(k, j) = AH′(m · |Q|+k,m · |Q|+ j), where
k, j = 1,2, ..., |Q|. (Note that if deletions occur at each
observation step with the same probability, then Bm =
B, m = 0,1, ...,L.)

• CT is a row vector with entries CT ( j) = 1 −
∑|QH |

k=1 AH(k, j), for j = 1,2, ..., |QH |, i.e., CT ensures that
the sum of each column of AH′ is equal to 1.

We should note here that an alternate way to compute the
block matrices Bm,m+1 and Bm directly, without the help of
the modified trellis diagram, is by using the following equa-
tions:

Bm(k, j) = ∑
∀dσ ′ ∈D s. t.
δ ( j,out(dσ ′ ))=k

(pdσ ′ [m] ·Aσ ′(k, j)),

Bm,m+1(k, j) = (1− ∑
∀dσ ′∈D s. t.
δ ( j,out(dσ ′ ))�= /0

pdσ ′ [m]) ·Az[m+1](k, j),

where k, j = 1,2, ..., |Q| and pdσ ′ [m], Aσ were defined ear-
lier.

Using the above notation, we can decompose the matrix
AH′ in blocks and express it as

AH′ =

⎡
⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

B0 0 0 ... 0 0 0 0
B0,1 B1 0 ... 0 0 0 0

0 B1,2 B2 ... 0 0 0 0
...

...
... ...

...
...

...
...

0 0 0 ... BL−1 0 0 0
0 0 0 ... BL−1,L BL 0 0
0 0 0 ... 0 I−BL I 0

CT 0 1

⎤
⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

.

Recall that the matrix AH′ is in its canonical form (see
Equation 1), where the submatrices AH and R are given by

AH =

⎡
⎢⎢⎢⎢⎢⎢⎣

B0 0 0 ... 0 0
B0,1 B1 0 ... 0 0

0 B1,2 B2 ... 0 0
...

...
... ...

...
...

0 0 0 ... BL−1 0
0 0 0 ... BL−1,L BL

⎤
⎥⎥⎥⎥⎥⎥⎦

,

R =
[

0 ... 0 I−BL
CT

]
.

In the initial probability distribution vector π H′ [0] the
only nonzero entries are its first |Q| entries, i.e., π H [0] =
(ρ[0] 0 ... 0)T , where ρ [0] denotes the initial probability dis-
tribution of S (i.e., it is a |Q|-dimensional vector, whose
jth entry denotes the probability that S is initially in state
j). Recall that πH′ denotes the stationary probability dis-
tribution vector of H ′ and has nonzero entries only in the
absorbing states, i.e., its last |Q|+ 1 states. Hence, given
the observed sequence zL

1 , we can express πH′ as πH′ =
(0 ... 0 ρ[L+1] pin[L + 1])T , where ρ[L + 1] captures the
probabilities of the consistent states and pin[L + 1] denotes
the probability of the inconsistent state. The following equa-
tions hold:

πH′ = lim
n→∞

A n
H′ ·πH′ [0]

(0 ... 0 ρ[L+ 1] pin[L+ 1])T = lim
n→∞

A n
H′ · (ρ[0] ... 0)T

ρ[L+ 1] = lim
n→∞

A n
H′(L+ 2,1) ·ρ[0].

Therefore, in order to calculate the probability of the consis-
tent states we only need the initial distribution of S and the
(L+ 2,1)th element of the matrix limn→∞ A n

H′ .
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Next, we argue that we can compute the limn→∞ A n
H(L +

2,1) with much less complexity than the standard compu-
tation in Equation 2. For simplicity, we focus on the case
where the observed sequence is of length 2, i.e., L = 2. The
state transition matrix AH′ is given by

AH′ =

⎡
⎢⎢⎢⎣

B0 0 0 0 0
B0,1 B1 0 0 0
0 B1,2 B2 0 0
0 0 I−B2 I 0

CT 0 1

⎤
⎥⎥⎥⎦ .

We can compute by induction the matrix AH′ raised to the
power n and consequently find the limit of A n

H′ ,(4,1) as n
tends to infinity as follows.

lim
n→∞

A n
H(4,1) =

lim
n→∞ ∑

j1+ j2+ j3+ j4=n−3
I j4 I Bj3

2 B1,2B j2
1 B0,1B j1

0 =

(I+ B2 + B2
2 + ...)B1,2(I+ B1 + B2

1 + ...)
B0,1(I+ B0 + B2

0 + ...) =(
∞

∑
j=0

B j
2

)
B1,2

(
∞

∑
j=0

B j
1

)
B0,1

(
∞

∑
j=0

B j
0

)
=

(I−B2)−1B1,2(I−B1)−1B0,1(I−B0)−1.

(The detailed proof is omitted due to space limitations.)
As explained earlier, we are interested in the state prob-

abilities of the consistent states, which will be given by the
entries of the vector ρ[3] = lim

n→∞
A n

H(4,1) ρ [0]. From the
above equation, we get

ρ [3] = ((I−B2)−1B1,2(I−B1)−1B0,1(I−B0)−1)ρ [0].

To simplify notation let us define B ′m,m+1 = (I −
Bm+1)−1Bm,m+1, m = 0,1,2. Hence, ρ[3] = B′1,2B′0,1(I−
B0)−1ρ [0].

Generalizing the above result for any number of obser-
vations L, the vector that describes the probabilities of the
consistent states given the observed sequence zL

1 satisfies

ρ [L+ 1] =

(
L−1

∏
i=0

B′m,m+1

)
(I−B0)−1 ρ [0], (3)

where B′m,m+1 = (I−Bm+1)−1Bm,m+1, m = 0,1, ...,L.
By inspection of Equation 3 we notice that the computa-

tion of ρ[L+ 1] can be performed recursively as follows:

ρ [1] = B′0,1(I−B0)−1 ρ[0],
ρ [m+ 1] = B′m,m+1 ρ[m], m = 1,2, ...,L,

(4)

where ρ [m+1] represents the probability of consistent states
given the observed sequence zm

1 . The probability that the ob-
served sequence zL

1 was produced by the particular FSM S is
equal to the sum of the elements of the state probability dis-
tribution vector ρ [L+ 1], i.e., P(zL

1 | S) = ∑|Q|j=1 ρ[L+ 1]( j).
The above algorithm is described in pseudocode as fol-

lows.
Algorithm Input: Matrices {Bm}, {Bm,m+1}, where m =
0,1, . . . ,L; an observed (possibly corrupted) output sequence

zL
1 = {z[m]} where m = 1, . . . ,L, and the initial probability

distribution ρ [0].
1. Initialization. Let m = 0, z[m] = /0,

compute B′0,1 = (I−B1)−1B0,1,
compute ρ [1] = B′0,1(I−B0)−1 ρ[0].

2. Let m = 1.
3. Consider the output z[m], do

compute B′m,m+1 = (I−Bm+1)−1Bm,m+1,
compute ρ [m+ 1] = B′m,m+1ρ [m].

4. m = m+ 1.
5. If m = L+ 1, Goto 6; else Goto 3.

6. Compute P(zL
1 | S) =

|Q|
∑
j=1

ρ[L+ 1]( j). �

To gain some intuition regarding the recursion, let us
consider for now the case of reliable sensors. This case
corresponds to matrices Bm in AH′ being equal to zero,
which means that there are no vertical transitions (transi-
tions within the same stage) in the trellis diagram. The recur-
sion (Equation 4) becomes ρ[m+ 1] = Bm,m+1 · ρ[m], m =
0,1, ...,L. The latter equation is the same as the recursive
equation that appeared in the preliminaries for the case of
reliable sensors (where we denoted Bm,m+1 by Ay[m+1]). In-
tuitively, every time we get a new observation we update the
current probability vector by multiplying it with the state
transition matrix of S that corresponds to the new observa-
tion. With the above intuition at hand, we now return to
the case of sensor failures. Here, we also need to take into
consideration the fact that any number of vertical transitions
may occur. Therefore, every time we get a new observation
z[m+1], we multiply the current probability vector with the
state transition matrix of S that corresponds to the new obser-
vation (as before) and also with (I−Bm+1)−1 = ∑∞

j=0 B j
m+1

thereby taking into account the vertical transitions at stage
m+ 1.

The matrices Bm,m+1 have dimension |Q| × |Q|, while
the matrix AH has dimension |QH | × |QH |, where |QH | =
(L+2) · |Q|. If we calculate πH without taking advantage of
the structure of AH , the computational complexity is propor-
tional to O(((L+2) · |Q|)3) = O(L3 · |Q|3). If we use the re-
cursive approach instead, the computational complexity re-
duces significantly to O((L+2) ·(|Q|2 + |Q|3)) = O(L · |Q|3)
(each stage requires the inversion of a new |Q|× |Q| matrix
which has complexity O(|Q|3) and dominates the computa-
tional complexity associated with that particular stage). If
sensor failure probabilities remain invariant at each stage,
then matrix Bm at stage m only needs to be inverted once
and the complexity of the recursive approach is O((L + 2) ·
|Q|2 + |Q|3) = O(L · |Q|2 + |Q|3). In addition to complex-
ity gains, the recursive nature of the calculations allows us
to monitor the system under diagnosis online and calculate
the probability of the observed sequence at each observation
step by first updating the state probability vector and then
summing up its entries.

A Failure Diagnosis Example
As an application of our techniques, we consider the logical
link control sublayer in the IEEE/Std 802.2 local area net-
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Table 1: State transition functionality of FSM shown in Figure 4. (Each entry in the table shows the inputs that take the FSM
from the current state (corresponding to the entry’s row) to the next state (corresponding to the entry’s column).)

Next State ADM RESET ERROR D CONN SETUP NORMAL
Current State

ADM Con Req R Sabm
RESET R Disc Cmd R Sabm R Ua Rsp
ERROR R Dm Rsp, TExp>N2 TExp, R Frmr R Sabm

R Disc Cmd R Ua Rsp
D CONN R Dm Rsp, R Disc Cmd

R Sabm,
R Ua Rsp,
TExp>N2

SETUP TExp>N2 R Sabm, R Ua Rsp
TExp

NORMAL R Ua Rsp, R Frmr Rsp, R Sabm
R Invi Cmd R Disc Req

D_CONNERRORRESET SETUP

NORMAL

ADM

Figure 4: FSM model for part of 802.2 protocol responsi-
ble for data link establishment, disconnection, and resetting
states.

work protocol (Std 1985), which is a peer protocol for use in
a multi-station multi-access environment. More specifically,
we consider the part of the protocol which is responsible
for data link establishment, disconnection, and link reset-
ting, and which is modeled as the six-state FSM shown in
Figure 4 with state transition functionality as defined in Ta-
ble 1.

The system to be diagnosed in our example is a system
that supposedly complies to the 802.2 standard. The model
of the protocol and a model of a faulty (bogus) implementa-
tion of the protocol are known a priori. In order to formulate
our probabilistic framework we assume that the probability
distribution of the inputs is known (e.g., these probabilities
have been obtained from empirical measurements). In or-
der to keep the example here simple (and without any loss
in generality), we associate three outputs to the inputs, i.e.,
the output set is Y = {a,b,c} so that the resulting FSM de-
noted by S1 has six states and three outputs as shown in Fig-
ure 5. We assume that input x1 appears with probability 1

3
and the remaining four inputs (namely x2,x3,x4,x5) appear
with probability 1

6 each.

The particular fault we are interested in is a faulty transi-
tion from state “NORMAL” to state “ERROR” instead of
state “D CONN” under the transition with output a; this
could be, for example, the result of a hardware fault or a
design error or a software bug. This, together with the nom-
inal (fault-free) model description in Figure 4, fully describe
the faulty model denoted by S2. Our goal is to determine
whether the underlying FSM is executing S1 or S2 when the
observed sequence is z4

1 =< bacd >. The additional chal-
lenge is that the output sequence can be corrupted due to
sensor failures. For this example, we consider that output a
may be deleted with probability pda = 0.15.
We follow the recursive approach to compute the probability
that the given observed sequence is produced by S 1 and the
probability that it is produced by S2, as shown in the follow-
ing tables.

m ρT
1 [m] ∑6

j=1 ρ1[m]( j)
0 [1/6 1/6 1/6 1/6 1/6 1/6] 1
1 [0.0861 0.0278 0 0.0015 0.0086 0.0278] 0.1518
2 [0.0227 0 0 0.0108 0.0596 0 ] 0.0931
3 [0.0015 0 0 0.0004 0.0200 0.0076] 0.0295
4 [0.0001 0 0.0025 0.0001 0 0] 0.0027

m ρT
2 [m] ∑6

j=1 ρ2[m]( j)
0 [1/6 1/6 1/6 1/6 1/6 1/6] 1
1 [0.2323 0 0 0.1502 0.1343 0] 0.5168
2 [0.0794 0 0 0.0812 0.1628 0] 0.3234
3 [0.0860 0 0 0.0439 0.0615 0] 0.1914
4 [0.0353 0 0 0.0237 0.0609 0] 0.1199

As long as the prior probabilities for the two models sat-
isfy P1

P2
< 0.1199

0.0027 = 44.4074, the MAP rule implies that, to
minimize the probability of error, we will decide that the
underlying implementation of the protocol is a faulty one.

Summary and Discussion
In this paper we proposed a recursive methodology to cal-
culate the probability of an observed, possibly erroneous se-
quence given two finite state models (one of which can be
thought of as fault-free and the other one as faulty). Our
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Figure 5: State transition diagram of FSM S1.

goal is to determine which model has more likely produced
the observed sequence. We considered sensor failures which
can corrupt the observed sequence and we assumed that
these errors are (conditionally) independent from the inputs.
By constructing the trellis diagram which includes all pos-
sible sequences consistent with both the observations and
the given FSMs, we developed a recursive algorithm that
efficiently computes the total probability with which each
FSM model, together with a combination of sensor fail-
ures, can generate the observed sequence. Our algorithm can
deal with vertical loops in the trellis diagrams which can be
caused by output deletions.

In this work, we considered the fault-free operation of
the system and one mode of a faulty operation (given in-
formation from unreliable sensors). Multiple faulty opera-
tion modes can be handled in a straightforward manner by
our proposed algorithm (by evaluating how well the obser-
vations match each possible model so that we can eventu-
ally choose the best match). However, following our current
approach, we would need to invoke the algorithm as many
times as the number of operation modes of the system. We
plan to extend our current approach to situations where we
can take advantage of the system structure to evaluate the
likelihood of multiple faulty models more efficiently. One
possible extension is to introduce more structured fault-free
model as well as more structured faulty models. For ex-
ample, we could consider systems that consist of some in-
dependent or loosely coupled components. Another direc-
tion would be to use factorial hidden Markov models by im-
posing constraints on the state transition functionality of the
system so that each state variable evolves independently of
the remaining variables and it is a priori decoupled from the
others. Our results can be easily extended to classification
of several hidden Markov models with applications in vari-
ous fields such as document or image classification, pattern
recognition, and bioinformatics.
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Abstract

Filtering consists in estimating the value of system state vari-
ables based on available noisy measurements. In Artificial
Intelligence (AI), reasoning from first principles uses logic
to trace back influences among variables and finds minimal
sets that can be held responsible for a given measurement.
Both theories rely on a model of the system, but while filter-
ing implements an error feedback mechanism that closes on
the measurements, reasoning from first principles provides
the ability to localise the causes from the effects. In certain
cases, when a system misbehaves, e.g. the motor in a robotic
arm joint starts failing, the filter is able to detect the drift, but
unable to locate the problem with precision in the state-space.
The ability to break up the filter’s feedback loop in such cases
is exactly the purpose of our approach. We aim at coupling
the localization ability of the theory of diagnosis from first
principles with the state estimation achievement of Kalman
filtering. The targeted result is a novel filter which localizes
the subpart of the system that is misbehaving, isolates its ef-
fects, and keeps tracking a partial state.

Introduction
There exist numerous strategies for tracking the state of a
possibly faulty system, using noisy measurements. The im-
plied stochasticity of the system dynamics together with the
number of faulty situations to account for makes it neces-
sary to track a high number of behavioral hypotheses si-
multaneously. This is typically done by running either a
bank of filters or a cloud of particles (Doucet et al. 2000).
In most cases, the number of trajectories is untractable, or
it is simply counter-productive to track them since many
states are in fact never reached. For this reason, research
has concentrated on ways to drive the filter’s focus on the
subset of relevant hypotheses (Hofbaur & Williams 2002a;
Narasimhan, Dearden, & Bénazéra 2004) and to mitigate
the blowup in tracked states (Hutter & Dearden 2003;
Bénazéra & Travé-Massuyès 2003).

While these strategies are effective in practice, not all hy-
potheses can be modeled, of course, and more so in the case
of fault hypotheses, whose number is potentially infinite.
An alternative is to design a filter that tracks the potentially
unmodeled behaviors. This can be done by fitting parame-
ters to a skeleton model, e.g. using Generalized Likelihood
Ratio or Expectation Maximization (Basseville & Nikiforov

1992). The problem is then to anticipate appropriate skele-
ton models.

In this paper, we adopt a different point of view on the
problem of tracking the state of a system. Our approach is
based on a reference behavior model (e.g. that of nominal
behavior) but instead of closing on all the measurements, we
propose to scale the filter so that it only closes on the part of
the system that can be trusted to correspond to the reference
model. It is necessary that such a filter correctly identifies
the variables that fit the model, leaving the others in open
loop. The filter naturally leaves the uncertainty to grow on
these latter variables. The rational behind it is that the sys-
tem upper controlling layers act locally on the estimated un-
certainty, or level of unknowingness, instead of aiming at
identifying a fully fitted model. Building the filtering loop
to this end is challenging.

First, the subpart of the system and corresponding sub-
set of variables whose behavior does not fit the reference
model have to be identified. Although the numerical feed-
back loop that is natural to most filters makes it difficult to
isolate these variables, we argue that they can actually be de-
termined through causal analysis by logically tracing causes
from their effects in the causal structure of the model. In
AI, a logical theory of diagnosis does exist that can just do
that. Diagnosis from first principles (DX) logically infers
the minimal sets of elementary components that can be held
responsible for a discrepancy in the system (Hamscher, Con-
sole, & J. de Kleer 1992). We use the power of this infer-
ence to break up the filter feedback loop after projecting the
component sets on the corresponding sets of untrusted vari-
ables. Untrusted variables are hence decoupled from the fil-
ter loop. Second, the estimation step needs to be revised so
that effects of untrusted variables are prevented from affect-
ing themselves and sane variables, while discrepant mea-
surements must not be used for updating the filter’s innova-
tion.

The aim of this paper is to bring a reasoning layer as well
as a partial covariance minimization scheme into existing
filters, starting with the Unscented Kalman filter that applies
to nonlinear systems. The contribution stands on the idea
of coupling a filtering technique well-known in the Control
diagnosis community (FDI) with logical diagnosis inference
from the AI diagnosis community (DX). It hence fits into the
BRIDGE framework aiming at creating synergies between
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θ1
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a1

a2

y1

y2

(a) Support to the dynamic
model.

θ1

θ2

θ̇1

θ̇2

z1

z2

τ1

τ2

(b) Causal System Descrip-
tion (CSD) for the robotic
arm.

Figure 1: Two-link planar arm representation.

the FDI and DX communities (Gautam et al. 2004).
The paper is organised as follows. The next section

presents our case study, which is a planar arm with two
joints. The succeeding section overviews the principles of
model based diagnosis and presents how causal models can
be used. This is then interpreted in matricial form, bringing
it back to the same framework as filtering methods, and the
computation methods for deriving conflicts and diagnoses in
this framework are presented. Following is the presentation
of the Unscented Kalman Filter and how it can be modifed
for partial state hypothesis filtering. Finally our semi-closed
loop filter SCL-UKF that accounts for logical diagnosis in-
ference is provided. Early results of the application of SCL-
UKF to the planar arm are given and discussed. The paper
ends with a section discussing related and future works.

Case study
A two-link arm example
Our case study is a two-link planar arm with two joints, at
the shoulder and at the elbow. The state of the system is
represented by a vector x = ( θ1 θ2 θ̇1 θ̇2 ) where θ1,θ2 are
the angular positions of the shoulder and elbow joints, re-
spectively. The angular positions θ1 and θ2 are measured.
m1, m2 are the respective masses of each link. Figure 1(a)
pictures a schematic support to the arm dynamic model of
figure 2. Our model of the arm includes a PD controller,
which allows for the two angular position inputs to be trans-
lated into the input torques τ1 and τ2. While the model is
simple enough, the number of possible faults is staggering.
Component-wise, both joints can fail, the mass of the second
limb can vary when used to pick up objects. Sensors and the
controller may also fail. State-wise, this corresponds to 4
single discrepancies of angular positions and speeds, which
yield 24 multiple faults, 26 with sensor faults, and 210 with
controller faults. Thus for such a small system, an exhaus-
tive multi-hypothesis filter would require 210 hypotheses to
be modelled. In the following, we show how to build a sin-
gle filter that does reconfigure itself instead of relying on

hypotheses to be modelled.

Diagnosis from First Principles
Diagnosis oriented causal modelling
Reasoning about non-linear systems can be supported by a
causal representation of influences among variables. Influ-
ences are a conceptualisation of the links established by the
components between variables in a system. In fact, causal
models have been proposed and shown to be suitable for di-
agnosis in several pieces of work (Biswas & Manders 2006;
Travé-Massuyès et al. 2001; Travé-Massuyès & Calderón-
Espinoza 2007). The model causal structure then acts as
a substitute of dependency recording mechanisms. Causal
models are generally supported by an oriented graph, also
called Causal Graph, in which nodes represent variables and
edges represent influences from variable to variable. An ori-
ented edge from variable vi to variable vj exists if vi has an
influence on vj , i.e. if a perturbation on variable vi affects
the value of variable vj . vi and vj are called the cause and
the effect variable of the influence, respectively. Three types
of variables exist to model a system:
• Input variables are exogenous to the system. Their values

are controlled by the system’s environment and assumed
to be known. nu is the number of input variables.

• Measured or output variables are known, as provided by a
sensoring device. nz is the number of measured variables.

• State variables are internal to the model and their values
are not known. nx is the number of internal variables.

Definition 1 (Causal System Description (CSD)). Let
CSD = {V, I} be the causal system description where V
is the set of variables that define the system, and I the set of
oriented influences that model dependencies.

Conflicts and Diagnoses
Let’s assume that a fault detection mechanism is available
and that it activates an alarm when the measured value (also
called observation) of an output variable is not consistent
with the expected value. Such a discrepancy for a measured
variable z eventually indicates a misbehavior.
Definition 2 (Discrepant output vector). Let Z be the vector
of output variables. The discrepant observation vector Zf is

a vector of size nz such that zf
i =

{
1 if zi is discrepant
0 otherwise.

When one or several output variables misbehave, we can
derive all sets of faulty influences that may explain the ob-
servations. The influences that may be at the origin of the
misbehavior of a variable zi are those related to the edges
belonging to the paths going from the measured nodes to the
node representing zi, also called ascending influences. The
set of such influences is a conflict set in the sense of (Reiter
1987). Conflict sets are sets of influences that cannot behave
normally altogether according to the observations. A min-
imal conflict is a conflict that does not strictly include (in
the sense of set inclusion) any conflict. (Reiter 1987) proved
that minimal diagnoses can be computed from minimal con-
flicts.
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M(x)
[
θ̈1

θ̈2

]
+
[
−m2a1a2(2θ̇1θ̇2 + θ̇2

2) + sin θ2

m2a1a2θ̇
2
1 sin θ2

]
+
[
(m1 + m2)ga1 cos θ1 + m2ga2 cos θ1 + θ2

m2ga2 cos θ1 + θ2

]
=
[
τ1

τ2

]
where

M(x) =
[
(m1 + m2)a2

1 + m2a
2
2 + 2m2a1a2 cos θ2 m2a

2
2 + m2a1a2 cos θ2

m2a
2
2 + m2a1a2 cos θ2 m2a

2
2

]

Figure 2: Two-link planar arm dynamic model.

Proposition 1 (Minimal Diagnosis (Reiter 1987)). Given a
discrepant observation vector Zf , Δ ⊆ I is a (minimal)
diagnosis for (CSD, Zf ) iff Δ is a (minimal) hitting set for
the collection of (minimal) influence conflict sets.

A hitting set of a collection of sets is a set intersecting
every set of this collection.

Determining Candidate Diagnoses
In this section, we first interpret influence conflicts and di-
agnoses in a matricial form, suitable for coupling with the
filtering framework. The computational methods for build-
ing conflict and diagnosis matrices are then presented.

Conflicts and diagnoses in a matrix framework
The causal graph associated to CSD can be equivalently rep-
resented by an incidence matrix I, of size (nc, nc) with
nc = nx + nu + nz:

I =

(
A B ∅
∅ Iu ∅
H ∅ Iz

)
, with Iij =

{
1 if xi influences xj

0 otherwise

where A is of size (nx, nx), B of size (nx, nu), and H of
size (nz, nx). These are incidence matrices that represent
influences among state, input, and output variables, respec-
tively. I reflects the natural hierarchy of influences: inputs
on state, state on measures. Iu and Iz are identity matrices
and account for effects due to external causes onto inputs
(e.g. controller) and outputs (e.g. sensors).

Example. Figure 1(b) shows the CSD={V, I} for our case
study, with V =

(
θ1 θ2 θ̂1 θ̂2 τ1 τ2 z1 z2

)
. We have: A =( 1 1 1 1

1 1 1 1
1 1 1 1
1 1 1 1

)
, B =

( 0 0
0 0
1 0
0 1

)
,

H =
(

1 0 0 0
0 1 0 0

)
and I =

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎝

1 1 1 1|0 0|0 0
1 1 1 1|0 0|0 0
1 1 1 1|1 0|0 0
1 1 1 1|0 1|0 0
0 0 0 0|1 0|0 0
0 0 0 0|0 1|0 0
1 0 0 0|0 0|1 0
0 1 0 0|0 0|0 1

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎠

For a given discrepant output vector Zf , influence conflict
sets may as well be represented in matrix form, as indicated
by the following definition.
Definition 3 (Influence Conflict Matrix). Given a discrepant
output vector Zf , an influence conflict matrix Γ is an inci-
dence matrix of size nc × nc whose entries correspond to

ascending influences of the discrepant output variables of
Zf .

In the above matrix, all conflicts are represented but it is
difficult to identify each of them and relate them to their
corresponding discrepant output variable. Now, conflicting
influences naturally map onto variables and conversely. In-
deed, influence conflict sets correspond to paths in the causal
graph and a path may as well be represented by the edges
(influences) or by the nodes (variables). This leads to the
following definition.
Definition 4 (Variable Conflict Matrix). Given a discrepant
output vector Zf , a variable conflict matrix Λ is a boolean

matrix of size nz × nc such that

{∑
j Λi,j > 0 if zf

i = 1
Λi,. = 0, otherwise.

Considering a single row Λi of Λ we know that all state,
input and output variables indicated by a non zero entry in
Λi influence the discrepant output zf

i . This implies that at
least one of these variables has to suffer a faulty influence
to cause the discrepancy on zf

i . Hence this set of variables
can equivalently represent the influence conflict. By suffer a
faulty influence we mean that in the physical system, there
must exist at least one influence on this variable whose ef-
fect on the discrepant output is incorrectly captured by the
reference model. This set of variables is called a variable
conflict set.A minimal variable conflict matrix is a matrix
whose variable sets indicated by 1-valued entries on each
row do not strictly include (in the sense of set inclusion) any
variable conflict. Therefore a minimal conflict matrix indi-
cates minimal variable conflicts only. Finally, we define the
diagnosis matrix as follows.
Definition 5 (Diagnosis matrix). Given a discrepant mea-
surement vector Zf , a diagnosis matrix Δ is an influence
incidence matrix of size nc × nc in which at least one faulty
influence represented by a 1-value entry accounts for each
discrepant measure of Zf .
Example. Consider the arm’s shoulder joint mea-
sure is discrepant, so Zf = (1 0). Λ =(

1 1 1 1 1 1 1 0
0 0 0 0 0 0 0 0

)
,

Γ =

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎝

1 1 1 1|0 0|0 0
1 1 1 1|0 0|0 0
1 1 1 1|1 0|0 0
1 1 1 1|0 1|0 0
0 0 0 0|1 0|0 0
0 0 0 0|0 1|0 0
1 0 0 0|0 0|1 0
0 1 0 0|0 0|0 0

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎠
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